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Old and New Wisdom in
Computer Architecture

A Old: Power is free, Transistors are expensive
A New: AiPower wall o0, Power expensive
(Can put more transistors on chip than can afford to turn on)

A Old: Multiplies are slow, Memory access is fast
A New: fAMemory wallo, Multiplies fas
(200 clocks to DRAM memory, 4 clocks for FP multiply)

A 0ld: Increasing Instruction Level Parallelism via compilers,
innovation (Out-of-or der, specul ati on,

A New: AlLP wallo, diminishing
(Explicit thread and data parallelism must be exploited)

DS B 0 DS

A New: Power Wall + Memory Wall + ILP Wall = Brick Wall
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Data-Stream-Based Processing

fowaw

Instruction-Stream Based
Processing

instructions
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Instruction- and Data-Streams

Addition of 2D arrays: C=A +B

instuction for (y=0; y<HEIGHT; y++)
stream for (x=0; x<WIDTH; x++) {
processing Clyl [x]= Aly] [x]1+B[y] [x];
data t
data streams inputStreams (A,B) ;
undergoing a outputStream (C) ;
kernel kernelProgram (OP ADD) ;
operation processStreams () ;

Graphics Processing Unit (GPU)

A Development driven by the multi- i%
billion dollar game industry T
T Bigger than Hollywood |

A Need for physics, Al and complex
lighting models

A Impressive Flops / dollar
performance
T Hardware has to be affordable

AEvolution speed s
law

1 Performance doubling approximately
6 months
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What is GPGPU?

A The graphics processing unit (GPU) on commodity video cards has evolved into an
extremely flexible and powerful processor
T Programmability
T Precision
i Power
A GPGPU: an emerging field seeking to harness GPUs for general-purpose
computation other than 3D graphics
T GPU accelerates critical path of application
A Data parallel algorithms leverage GPU attributes
T Large data arrays, streaming throughput
T Fine-grain SIMD parallelism
T Low-latency floating point (FP) computation
A Applications i see //GPGPU.org
T Game effects (FX) physics, image processing
T Physical modeling, computational engineering, matrix algebra, convolution, correlation,
sorting

Motivation 1:

A Computational Power
i GPUs are fasté
T GPUs are getting faster, faster
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A Flexible, Precise and Cheap:

T

To Do To I

Motivation 2:
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i Modern GPUs are deeply programmable
ASolidifying high-level language support

i Modern GPUs support high precision
A32 bit floating point throughout the pipeline
AHigh enough for many (not all) applications

NVIDIA GPU Computing Architecture
T Via a separate HW interface
T Inlaptops, desktops, workstations, servers

8-series GPUs deliver 50 to 200 GFLOPS
on compiled parallel C applications

GPU parallelism is doubling every year
Programming model scales transparently

Programmable in C with CUDA tools

Multithreaded SPMD model uses application
data parallelism and thread parallelism

Tesla D870

Tesla S870



Towards GPGPU

A The previous 3D GPU

i A fixed function graphics pipeline

A The modern 3D GPU

i A Programmable parallel processor

ANVI DI

A0

s Tesl a and Fe

i Unifies the vertex and pixel processors

The Graphics Pipeline

Modeling
Transformations

-

Illumination
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Clipping

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

Visibility / Display

»

Input:
Geometric model:
Diescription of all object, surtace, and
light source geometry and transformations
Lighting model:
Computational description of object and
light properties, interaction (reflection)
H/m/fu tic Vie wpoint (or Camera):
Eve position and viewing frustum
Raster Viewport:
Pixel grid onto which image plane is mapped

Output:
( '[Jg”l‘_\ [/Jfr nsities ,‘H}‘]T.lﬂh f\ )N f’i'ul_‘lt'l f_]_“f‘ T -h‘i’_!_ll"-f
For example, 24-bit RGB value at each pixelj

MIT EECS 6.837, Durand and Cutler
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The Graphics Pipeline

Modeling
Transformations

Illumination
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Clipping

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

Visibility / Display

Primitives are processed in a series
of stages

Each stage forwards its result on to
the next stage

The pipeline can be drawn and
implemented in different ways

Some stages may be in hardware,
others in software

Optimizations & additional
programmability are available at
some stages

MIT EECS 6.837. Durand and Cutler

Modeling Transformations

_ * 3D models defined 1n their own

Illumination
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Clipping

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

o —

Visibility / Display

coordinate system (object space)

* Modeling transforms orient the

models within a common
coordinate frame (world space)

Object space World space

MIT EECS 6.837. Durand and Cutler
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[llumination (Shading) (Lighting)

Modeling
Transformations

Viewing Transformation
(Perspective / Orthographic)

Clipping

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

Visibility / Display

 Vertices lit (shaded) according to
material properties, surface
properties (normal) and light sources

 Local lighting model
(Diffuse, Ambient, Phong, etc.)

MIT EECS 6.837. Durand and Cutler

Viewing Transformation

Modeling
Transformations

Illumination
(Shading)

Clipping

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

Visibility / Display

Courtesy of Leonard McMillan, Computer Science at the University of North Carolina in Chapel Hill. Used with permission.

+ Maps world space to eye space

+ Viewing positions is transformed to original &
direction is oriented along some axis (usually

2)
v
EYE SPACE
u
NEAR
FAR EYE
-n
z
Y
P
o X

'WORLD SPACE

Image adapted from: Seth Teller




Clipping

Modeling
Transformations

TTumination
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Projection
(to Screen Space)

Scan Conversion
(Rasterization)

Visibility / Display

Courtesy of Leonard McMillan, Computer Science at the University of North Carolina in Chapel Hill. Used with permission.
MIT EECS 6.837. Durand and Cutler

¢ Transform to Normalized Device

Coordinates (NDC)

» Portions of the object
outside the view
volume
(view frustum)
are removed

Projection

Modeling
Transformations

Illumination
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Clipping

Scan Conversion
(Rasterization)

Visibility / Display

* The objects are projected to the 2D image place
(screen space)

_ top—_

bottom

SCREEN SPACE

Image adapted from: Seth Teller

’L"ff eye space —hnear

right

Screen space

width
0

height
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Scan Conversion (Rasterization)

Modeling i o
Transformations . Rasterlzes ObJ ects
Illumination nto plXels
(Shading)

* Interpolate values as
we go (color, depth,

Viewing Transformation
(Perspective / Orthographic)

etc.)
Clipping A LN
Y AR ALK
]+ ] N N\
Projection / // >
(to Screen Space) ‘:‘ S —f"‘
i 4 P 1
/ J“‘*‘ ‘\
el ==\
)
ViSibility / Display MIT EECS 6.837. Durand and Cutler

Visibility / Display

. Modeling  Each pixel remembers the
ransformations ]
o closest object (depth buffer)
(Shading)

Viewing Transformation
(Perspective / Orthographic)

Clipping + Almost every step in the
Fw— graphics plpelmc? mvolves a
(1o Sereen Space) change of coordinate system.
Scan Conversion Transformations are central to

(Rasterization)

understanding 3D computer
R o

MIT EECS 6.837. Durand and Cutler
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Common Coordinate Systems

Object space %
— local to each object

World space 1 E@X
— common to all objects /

Eye space / Camera space
— derived from view frustum

Clip space / Normalized 2
Device Coordinates (NDC)
— [-L-1-1] = [LL1]
Screen space

— indexed according
to hardware attributes

MIT EECS 6.837, Durand and Cutler

Coordinate Systems in the Pipeline

Modeling \ é & Object space
Transformations :

Illumination \ : \
(Shading) 7 World space

Viewing Transformation
(Perspective / Orthographic)

-

Eye Space /

of

Clipping ~«e  Camera Space

Projection
(to Screen Space)

Clip Space (NDC)

Scan Conversion
(Rasterization)

Screen Space
Visibility / Display P&

P
z

MIT EECS 6.837, Durand and Cutler
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The evolution of the pipeline

Transform Fragment Frame
Application |::> E> Rasterisation E> & E>

& Lighting Processing Buffer

Elements of the graphics pipeline:

Parameters controlling design

1.

2.

3.

A scene description: vertices,

] M-V of the pipeline:
triangles, colors, lighting 1. Where is the boundary
Transformations that map the scene between CPU and GPU ?

to a camera viewpoint 2. What transfer method is used ?

AEffectso: texturi ndwhagddduided 4e provided at
mapping, lighting calculations each step ?

Rasterizing: converting geometry 4. What units can access which

into pixels ) GPU memory elements ?
Pixel processing: depth tests, stencil Q

tests, and other per-pixel operations.

Generation I: 3dfx Voodoo
(1996)

One of the first true 3D game cards
Worked by supplementing standard 2D
video card.

Did not do vertex transformations: these
were done in the CPU

Did do texture mapping, z-buffering.

Voodoo

o e Dede

Raste

and RS R
Interp: Org ES
_—
PCI GPU

12
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Generation Il: GeForce/Radeon 7500 (1998)

GeForce 256

A Main innovation: shifting the
transformation and lighting calculations
to the GPU

A Allowed multi-texturing: giving bump
maps, light maps, and others..

A Faster AGP bus instead of PCI

l, GPU

AGP

Generation Ill: GeForce3/Radeon
8500(2001)

A" For the first time, allowed limited

— | amount of programmability in the vertex
pipeline

A Also allowed volume texturing and
multi-sampling (for antialiasing)

13
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Generation 1V: Radeon 9700/GeForce FX
GeForce FX (2002)

A This generation is the first generation of
fully-programmable graphics cards

A Different versions have different
resource limits on fragment/vertex
programs

CPU-GPU Boundary (AGP/PCle)

n

weans ereq
® pueWWo)

I\/([ajrtex Assembled Pixel . Pixel
ndex Primitives Location Updates
Stream Stream

pawlojsues;-ald
Transformed
paw.ojsuen-afd

Vertices
Transformed
Fragments

Avertex processors Mixel processors
Koperation on the vertices of primitives MOperation on rasterizer output

Moints, lines, and triangles
Arypical Operations
Arransforming coordinates
ASetting up lighting and texture parameters

Alypical Operations
Filling the interior of primitives

14
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The road to unification

Vertex and pixel processors have evolved at different rates

Because GPUs typically must process more pixels than vertices, pixel-
fragment processors traditionally outnumber vertex processors by about
three to one.

However, typical workloads are not well balanced, leading to inefficiency.

T For example, with large triangles, the vertex processors are mostly idle, while the pixel
processors are fully busy. With small triangles, the opposite is true.

The addition of more-complex primitive processing makes it much harder to
select a fixed processor ratio.

Increased generality A Increased the design complexity, area and cost of
developing two separate processors

All these factors influenced the decision to design a unified architecture:

T to execute vertex and pixel-fragment shader programs on the same unified processor
architecture.

Previous GPGPU Constraints

(m}
Input Registers

e
Pixel Program  |«—|  Constants |
Pixel Program <«—>| Temp Registers

Output Registers
a

15



What 6s wrong

APls are specific to graphics (]

Input Registers
Limited texture size and
dimension

Fragment Program

Limited instruction set
o -— Constants
No thread communication
Fragment Program - N Temp RegiSters
Limited local storage

Output Registers
()

Limited shader outputs
No scatter

From pixel/fragment to thread
progr ame

Features
Millions of instructions

Full Integer and Bit instructions

No limits on branching, looping

1D, 2D, or 3D thread ID allocation

Texture

Thread Program  f+—

Registers

Output Registers
a

W |
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