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How to Program a GPU

* Proprietary programming language or
extensions
— NVIDIA: CUDA (C/C++)
— AMD/ATI: StreamSDK/Brook+ (C/C++)

* OpenCL (Open Computing Language): an
Industry standard for doing number crunching on
GPUs.

« Portland Group Fortran and C compilers with
accelerator directives.



CUDA Highlights:
Easy and Lightweight

The APl is an extension to the ANSI C
programming language

- Low learning curve

The hardware Is designed to enable lightweight
runtime and driver

- High performance



CUDA's Scalable Programming Model

The advent of multicore CPUs and manycore GPUs means that mainstream
processor chips are now parallel systems.

Their parallelism continues to scale with Moore’s law.

The challenge is to develop application software that transparently scales
its parallelism to leverage the increasing number of processor cores, much
as 3D graphics applications transparently scale their parallelism to
manycore GPUs with widely varying numbers of cores.

CUDA's parallel programming model is designed to overcome this challenge
while maintaining a low learning curve for programmers familiar with
standard programming languages such as C.



CUDA's key abstractions

At its core are three key abstractions that are simply exposed to the
programmer as a minimal set of language extensions:

— ahierarchy of thread groups,

— shared memories,

— barrier synchronization

These abstractions provide fine-grained data parallelism and thread
parallelism, nested within coarse-grained data parallelism and task
parallelism.

They guide the programmer to partition the problem into coarse sub-
problems that can be solved independently in parallel, and then into finer
pieces that can be solved cooperatively in parallel.

Such a decomposition preserves language expressivity by allowing threads
to cooperate when solving each sub-problem, and at the same time enables
transparent scalability since each sub-problem can be scheduled to be
solved on any of the available processor cores:

— A compiled CUDA program can therefore execute on any number of processor
cores, and only the runtime system needs to know the physical processor count.



CUDA Programming Model:
A Highly Multithreaded Coprocessor

The GPU is viewed as a compute device that:
— Is a coprocessor to the CPU or host
— Has its own DRAM (device memory)
— Runs many threads in parallel

Data-parallel portions of an application are executed on the device
as kernels which run in parallel on many threads

Differences between GPU and CPU threads

— GPU threads are extremely lightweight
* Very little creation overhead

— GPU needs 1000s of threads for full efficiency
* Multi-core CPU needs only a few



Programming and Execution Model

« Kernels

* Thread Hierarchy
 Memory Hierarchy
* Host and Device




CUDA API| Basics

« An Extension to the C Programming Language

— Function type qualifiers to specify execution on host
or device

— Variable type qualifiers to specify the memory location
on the device

— A new directive to specify how to execute a kernel on
the device

— Four built-in variables that specify the grid and block
dimensions and the block and thread indices



CUDA API| Basics

« Function type qualifiers

___device
*Executed on the device
«Callable from the device only.

__global
*Executed on the device,
«Callable from the host only.

__host___
*Executed on the host,
«Callable from the host only.



CUDA API| Basics

Variable Type Qualifiers

__device
*Resides in global memory space,
*Has the lifetime of an application,
*Is accessible from all the threads within the grid and from the host through the
runtime library.
___constant___ (optionally used together with __device_ )
*Resides in constant memory space,
*Has the lifetime of an application,
*|s accessible from all the threads within the grid and from the host through the
runtime library.
_shared_ (optionally used together with ___device_ )
*Resides in the shared memory space of a thread block,
*Has the lifetime of the block,
*Is only accessible from all the threads within the block.



CUDA API| Basics

« Execution Configuration (EC)

— Must be specified for any calltoa _ global
function.

— Defines the dimension of the grid and blocks

— specified by inserting an expression between function
name and argument list:

function:

__global__ void Func(float* parameter);
must be called like this:

Func<<< Dg, Db, Ns >>>(parameter);



CUDA API| Basics

« Execution Configuration (EC)
Where Dg, Db, Ns  are:

— Dg is of type dim3 - dimension and size of the grid
*Dg.x * Dg.y = number of blocks being launched;

— Db is of type dim3 - dimension and size of each block
*Db.x * Db.y * Db.z = number of threads per block;

— Ns is of type size_t = number of bytes in shared memory that is
dynamically allocated in addition to the statically allocated memory

*Ns is an optional argument which defaults to 0.



CUDA API| Basics

 Built-in Variables

— gridDim is of type dim3 =>dimensions of the grid.

— blockldx is of type uint3 - block index within the
grid.

— blockDim is of type dim3 - dimensions of the block.

— threadldx  is of type uint3 - thread index within
the block.



Kernels

C for CUDA extends C by allowing the programmer to define C functions, called
kernels, that, when called, are executed N times in parallel by N different CUDA
threads, as opposed to only once like regular C functions.

A kernel is defined using the __global  declaration specifier and the number of
CUDA threads for each call is specified using a new <<<...>>> syntax:

// Kernel definition

__global  void VecAdd(float* A, float* B, float* C)
{

}

int main ()
{
// Kernel invocation
VecAdd<<<l, N>>>(A, B, C):
}

Each of the threads that execute a kernel is given a unique thread ID that is
accessible within the kernel through the built-in threadldx variable.

// Kernel definition
__global  void VecAdd(float* A, float* B, float* C)
{
int 1 = threadIdx.x;
C[i] = A[i] + B[il:
}

int main ()

{
// Kernel invocation
VecAdd<<<1l, N>>>(A, B, C);

}



Thread Hierarchy

For convenience, threadldx is a 3-component vector, so that threads can be
identified using a one-dimensional, two-dimensional, or three-dimensional thread
index, forming a one-dimensional, two-dimensional, or three-dimensional thread
block.

This provides a natural way to invoke computation across the elements in a domain
such as a vector, matrix, or field. As an example, the following code adds two
matrices A and B of size NxN and stores the result into matrix C:

// Kernel definition
__global void MatAdd (float A[N] [N], float BI[N] [N],
float C[N][N])
{
int i = threadIdx.x;
int j = threadIdx.y;
C[1]1[3] = A[1]1[3J] + BIilI[J1:

int main ()
// Kernel invocation

dim3 dimBlock (N, N);
MatAdd<<<1l, dimBlock>>> (A, B, C);



Threads Synchronization

Threads within a block can cooperate among themselves by sharing data
through some shared memory and synchronizing their execution to
coordinate memory accesses.

— More precisely, one can specify synchronization points in the kernel by
calling the __ syncthreads() intrinsic function;

— __syncthreads() acts as a barrier at which all threads in the block must
wait before any is allowed to proceed.

For efficient cooperation, the shared memory is expected to be a low-
latency memory near each processor core, much like an L1 cache,
__syncthreads() is expected to be lightweight, and all threads of a block
are expected to reside on the same processor core.

The number of threads per block is therefore restricted by the limited
memory resources of a processor core.

— On current GPUs, a thread block may contain up to 1024 threads.



Thread Batching: Grids and Blocks

Host Device

A kernel is executed as a grid Grid 1

v

of thread blocks Kernel Block Block Block
— All threads share data 1 (0, 0) (1,0) (2,0)

memaory space ) :
Block-~ Block \ Block

A thread block is a batch of ©1 @1 | (@1

threads that can cooperate

with each other by: A rid g
—  Synchronizing their S— : '
execution 2

 For hazard-free shared
memory accesses

— Efficiently sharing data
through a low latency
shared memory

v

Block (1, 1)/

Two threads from two

different blocks cannot
cooperate




Grid

+ Akernel can be executed by multiple equally-shaped thread blocks, so that the total number of
threads is equal to the number of threads per block times the number of blocks.

« These multiple blocks are organized into a one-dimensional or two-dimensional grid of
thread blocks.

« The dimension of the grid is specified by the first parameter of the <<<...>>> syntax.

«  Each block within the grid can be identified by a one-dimensional or two-dimensional index
accessible within the kernel through the built-in blockldx variable.

«  The dimension of the thread block is accessible within the kernel throiiah the huiilt-in hlnckDim

variable. Grid
Block (0, 0) Block (1, 0) Block (2, 0)

/¢ HEernel definition
__glebal  woid Mat2dd(float A[N] [N], float B[N] [N],
float C[H] [H])

Block (0, 1) Block (1, 1) -Block (2, 1)

{

int i = blockIdx.x * blockDim.x + threadTldx.x;

int j = blockldx.y * blockDim.v + threadldx.y:

if (L <« N &8 j < H)

C[i][3]1 = &A[i]1([3] + B[i][3]:

} Block (1, 1)
int main()
{

S/ Eernel inwvocation

dim3 dimBlock(l&, 1&):

dim3d dimGrid({(N + dimBlock.x - 1) / dimBlock.x,
(M + dimBlock.y - 1) / dimBlock.y):

MatiAdd<<<dimbErid, dimBlock>>>({L, B, C):




Block and Thread IDs

Threads and blocks have IDs

— So each thread can decide
what data to work on

— Block ID: 1D or 2D

— Thread ID: 1D, 2D, or 3D
Simplifies memory
addressing when processing
multidimensional data

— Image processing
— Solving PDEs on volumes

Device

Grid 1
Block Block Block
(0,0) (1,0) (2,0)
Block Block Block
0, 1) (1,1) (2,1)
Block (1, 1)




Memory Hierarchy

CUDA threads may access data from multiple
memory spaces during their execution.

Each thread has a private local memory.

Each thread block has a shared memory visible
to all threads of the block and with the same
lifetime as the block.

All threads have access to the same global
memory.

There are also two additional read-only memory
spaces accessible by all threads:
— the constant and texture memory spaces.

The global, constant, and texture memory
spaces are optimized for different memory

usages.

— Texture memory also offers different addressing modes, as
well as data filtering, for some specific data formats.

— The global, constant, and texture memory spaces are
persistent across kernel launches by the same application.

Thread

Per-thread local

-

Thread Block

memory

» Per-block shared

L A & &

> memory

.

Grid 0

Block (0, 0) || Block (1,0) | Block (2, 0)

Block (0, 1) || Block (1, 1) | Block (2, 1)

Grid 1

Block (0, 0) Block (1, 0)
Block (0, 1) Block (1, 1)
Block (0, 2) Block (1, 2)

Global memory



C Program
Sequential
Execution

Host and Device ..

Parallel kernel Device

 CUDA’s programming model assumes that Kernel 0<<<>>> () —
the CUDA threads execute on a physically
separate device that operates as a

coprocessor to the host running the C
program. Block (0, 1) | Block (1, 1) | Block (2, 1)

Block (0, 0) | Block (1,0) | Block (2, 0)

— This is the case, for example, when the
kernels execute on a GPU and the rest of the
C program executes on a CPU. Host

Serial code

« CUDA's programming model also assumes 5
that both the host and the device maintain
their own DRAM, referred to as host memory
and device memory, respectively. Device

Parallel kernel
Grid 1

« Therefore, a program manages the global, Kernell<<<>>>()
constant, and texture memory spaces Block (0, 0) Block (1, 0)
visible to kernels through calls to the CUDA

E
L

runtime. Block (0, 1) Block (1, 1)

* This includes device memory allocation and
deallocation, as well as data transfer
between host and device memory.

e
=

Block (0, 2) Block (1, 2)

b
b




Programming Interface

Two interfaces are currently supported to write CUDA programs:
— Cfor CUDA and the CUDA driver API.
They are mutually exclusive: A program must use either one or the other.

C for CUDA exposes the CUDA programming model as a minimal set of extensions to the C
language.

— Any source file that contains some of these extensions must be compiled with nvcc.

— These extensions allow programmers to define a kernel as a C function and use some new
syntax to specify the grid and block dimension each time the function is called.

— C for CUDA comes with a runtime API .

The CUDA driver APl is a lower-level C API that provides functions to load kernels as modules of
CUDA binary or assembly code, to inspect their parameters, and to launch them.

— Binary or assembly code are usually obtained by compiling kernels written in C.

+ Both the C for CUDA and the driver API provide functions to allocate and deallocate device
memory, transfer data between host memory and device memory, manage systems with
multiple devices, etc.

The runtime API is built on top of the CUDA driver API. Initialization, context, and module
management are all implicit and resulting code is more concise.

C for CUDA also supports device emulation, which facilitates debugging.

In contrast, the CUDA driver API requires more code, is harder to program and debug, but offers a
better level of control and is language-independent since it handles binary or assembly code.



Compilation with NVCC

Kernels can be written using CUDA's instruction set architecture, called PTX.

It is however usually more effective to use a high-level programming language such
as C.

In both cases, kernels must be compiled into binary code by nvcc.

nvcc is a compiler driver that simplifies the process of compiling C for CUDA code:

— It provides simple and familiar command line options and executes them by invoking the collection of tools
that implement the different compilation stages.

Source files can include a mix of host code (i.e. code that executes on the host) and
device code (i.e. code that executes on the device).

nvcc’s basic workflow consists in separating device code from host code and
compiling the device code into an assembly form (PTX code) or binary form (cubin
object).

The generated host code is output either as C code that is left to be compiled using
another tool or as object code directly by invoking the host compiler during the last
compilation stage.

Applications can either ignore the generated host code (if any) and load and execute
the PTX code or cubin object on the device using the CUDA driver API, or they can
link to the generated host code, which includes the cubin object as a global initialized
data array and contains a translation of the execution configuration syntax into the
necessary C for CUDA runtime startup code to load and launch each compiled kernel.



C for CUDA runtime

C for CUDA provides a simple path for users familiar with the C
programming language to easily write programs for execution by the device.

It consists of a minimal set of extensions to the C language and a runtime
library.

The runtime is implemented in the cudart dynamic library and all its entry
points are prefixed with cuda.

There is no explicit initialization function for the runtime;
— itinitializes the first time a runtime function is called.

— One needs to keep this in mind when timing runtime function calls and when interpreting the
error code from the first call into the runtime.

On system with multiple devices, kernels are executed on device 0 by
default



On-chip memory

Each multiprocessor has on-chip memory of the four
following types:
—  One set of local 32-bit registers per processor,

— A parallel data cache or shared memory that is shared by all scalar processor
cores and is where the shared memory space resides,

— Aread-only constant cache that is shared by all scalar processor cores and
speeds up reads from the constant memory space, which is a read-only
region of device memory,

— Aread-only texture cache that is shared by all scalar processor cores and
speeds up reads from the texture memory space, which is a read-only region
of device memory; each multiprocessor accesses the texture cache viaa
texture unit that implements the various addressing modes and data filtering.

The local and global memory spaces are read-write regions
of device memory and are not cached.

The number of blocks a multiprocessor can process at once
depends on how many registers per thread and how much
shared memory per block are required for a given kernel
since the multiprocessor’s registers and shared memory are
split among all the threads of the active blocks.

— Ifthere are not enough registers or shared memory available per
multiprocessor to process at least one block, the kernel will fail to launch.

— Ifa non-atomic instruction executed by a warp writes to the same location in
global or shared memory for more than one of the threads of the warp, the
number of serialized writes that occur to that location and the order in which
they occur is undefined, but one of the writes is guaranteed to succeed.

— Ifan atomic instruction executed by a warp reads, modifies, and writes to the
same location in global memory for more than one of the threads of the warp,
each read, modify, write to that location occurs and they are all serialized, but
the order in which they occur is undefined.

Multiprocessor N

Multiprocessor 2

Multiprocessor 1




Shared Memory

 Is on-chip:
— much faster than the global memory,
— as fast as a register when no bank conflicts,
— divided into equally-sized memory banks.

e Successive 32-bit words are assigned to successive
banks

« Each bank has a bandwidth of 32 bits per clock cycle.
Reminder: warp size is 32, number of banks is 16

— memory request requires two cycles for a warp
*One for the first half, one for the second half of the warp
—->No conflicts between threads from first and second half



Shared Memor

Examples of Shared Memory Access Pattern
without Bank Conflicts

Thread 0

Thread 1

Thread 2

Thread 3

Thread 0

Y

Thread 1

Thread 2

Thread 4

Thread 3

Thread 4

Thread 5

Thread &

Thread 5

Thread 7

Thread 8

Thread 9

Thread 10

Thread 11

Threead &

Thread 7

Thread 8

Thread 9

Thread 12

Thread 10

Thread 11

Thread 13

Thread 12

Thread 14

Thread 13

Thread 14

Thread 15

Bank 0 Thread 0 r Bank 0
Bank 1 Thread 1 b Bank1
Bank 2 Thread 2 Bank 2
Bank 3 Thread 3 Bank 3
Bank 4 Thread 4 Bank 4
Bank 5 Thread 5 ) Bank 5
Bank & Thread 6 Bank &
Bank 7 Thread 7 Bank 7
Bank 8 Thread 8 Bank 8
Bank 9 Thread 9 N Bank9
Bank 10 Thread 10 N Bank 10
Bank 11 Thread 11 Bank 11
Bank 12 Thread 12 Bank 12
Bank 13 Thread 13 N_ Bank 13
Bank 14 Thread 14 % Bank 14
Bank 15 Thread 15 " L Bank 15

Thread 15

Bank 0 Thread 0 Bank 0
Bank 1 Thread 1 Bank 1
Bank 2 Thread 2 Bank 2

i Bank3 Thread 3 Bank 3
Bank 4 Thread 4 Bank 4
Bank 5 Thread 5 Bank 5

N Banks Thread & Bank &
Bank 7 Thread 7 Bank 7
Bank & Thread & Bank &
Bank 9 Thread 9 Bank 9
‘ Bank 10 Thread 10 F Bank 10
M. Bank11 Thread 11 | Bank 11
Bank 12 Thread 12 Bank 12

)’ Bank 13 Thread 13 [ Bank 13
? Bank 14 Thread 14 Bank 14
¥ Bank 15 Thread 15 Bank 15




Shared Memor

Examples of Shared Memory Access Pattern
with Bank Conflicts

Thread O E:ni O Trread O Eanik O
Thressd 1 Eanik 1 Theread 1 Eank 1
Thread 2 Eanik 2 Thread 2 Eanik 2
Thread 3 Eank 3 Trread 3 Eanik 3
Thread 4 Enik 4 Treread 4 Eanik 4
Thread 5 Eanik 5. Treread 5 Eank 5
Thread & Eank & Treread & Eank &
Thread 7 Enik 7 Trread 7 Eanik 7
Thread 8 Eanik 3 Treread B Eanik 3
Threasd & Bk & Treread 0 Eank &
Thread 10 Eanik 100 Thread 10 Banik 10
Thread 11 Eank 11 Thread 11 Banik 11
Thread 12 Eank 12 Thread 12 Bnik 12
Thread 13 EBank 13 Trread 13 Banik 13
Thread 14 Eanik 14 Theead 14 Banik 14
Thread 15 Eank 15 Thread 15 Banik 15

Y



GPUs are Optimized for Local Data
Access

Memory access types: Cache, Sequential, Random

50 « CPU
q — Large cache
— Few processing elements

— Optimized for spatial and
temporal data reuse

W &
[ o
I I.!lll!lll.lllll]

e

GBytes/sec

: - GPU
104 cache
. — processing elements
Cache Seq Rand Cache Seq Rand — Optimized for

GeForce 7800 GTX Pentium 4 (streaming) data access



Device Memory

global _ void VecAdd(float* A, float* B, float* C)

, . {
CUDA’s programming model assumes a int i = threadIdx.x;
system composed of a host and a device, E L S L
. ) C[i] = A[i] + B[il-
each with their own separate memory. }
Kernels can only operate out of device // Host code
memory, so the runtime provides functions PR
to allocate, deallocate, and copy device // Bllocate vectors in device memory
size t size = N * sizeof (float):
memory, as well as transfer data between R
host memory and device memory. P
Device memory can be allocated either as 5;-:_@11?555_,: ((veid**)sd B, size);
linear memory or as CUDA arrays. cudaMalioc ( (void**)ed C, size)s
— CUDA arrays are opague memory layouts o hoet men .
Optimized fortexture fetChing' P__ d h ; :; input wve :_ st _'_:'_ host _;”“_T
— Linear memory exists on the device in a 32-bit cudaMemcpy (d A, h A, size, cudaMemcpyHostToDevice);
address space, so separately aIIocated entities cudaMemcpy (d B, h B, size, cudaMemcpyHostToDevice);
can reference one another via pointers, for 7)) el Termel
example, in a binary tree. int threadsPerBlock = 256;
. . . . int blocksPerGrid =
Linear memory is typically allocated using " P + threadsrerslock — 1) / threadsPerslock:
CUdaMaIIOCO and freed USing CUdaFreeO VechAdd<<<blocksPerGrid, threadsPerBlock>>>(d A, d B, d C);
and data tl’anSfeI’ between hOSt memory and // Copy result from device memory to host memory

/ h C ntains the 1t in host memory
cudaMemcpy (h_C, d_C, size, cudaMemcpyDeviceToHost);

device memory are typically done using
cudaMemcpy().

cudaFree (d_A);
cudaFree (d_B):
cudaFree (d C);



Linear memory

float* devPtr:
int pitch;
cudaMallocPitceh ( (void®**) gdevPtr, spitch,

Linear memory can also be allocated  widch * sizeof(floar), heigh);
through cudaMallocPitch() and myernel<<<l00, 512>>>(devEir, pitch);
CUdaMa”OC3D()_ ;%"'_:% code

__global  wvoid myKernel (float* devPtr, int pitch)

These functions are recommended for ' .. I

allocations of 2D or 3D arrays as it loat* row = (floatt) ((char*)devTr + r * pitch);

for (int c }; c < width; ++c) |

makes sure that the allocation is ~ float element = row[c];
appropriately padded to meet the b

alignment requirements, therefore e

ensuring best performance when cudaPitchedPtr devPitchedBrr;

cudaExtent extent = make cudaExtent (64, &4, 6d4);

acceSSing the row addresses or cudaMalloc3D({sdevPitchedPtr, extent):;
perform”’]g Cop|es between 2D arrays mykernel<<<100, 512>>>(devPitchedPtr, eXtent):
and other regions of device memory Device code

global  woid mykKernel (cudaPitchedPtr devPitchedPtr,

(using the cudaMemcpy2D() and - cudaExtent extent)
CUdaMemeyBD() funCtionS)' char* devPtr devPitchedPtr.ptr;
The returned pitch (or stride) must be i367c slicePiteh = pitch + extent.height;

used to access array elements. for (int z = 0; 2 < extent.depth; +iz) |

char* slice = devPtr + z * slicePitch;

;v < extent.height; +4+v) |{
(Eloat*) (slice + v * pitch):
0 X < extent.width; ++x) {

nn
L

for (int v =
float* row
for (int =



Example: Scalar Product

« Calculate the scalar product of
— 32 vector pairs
— 4096 elements each
* An efficient way to run that on the device
IS to organize the calculation In
— A grid of 32 blocks
— With 256 threads per block

* This gives us 4096/256 = 16 slices per
vector



Example: Scalar Product

The data will be handed

to the device as two data
arrays and the results will
be saved in a result array

Each product of a vector
pair An, Bn will be
calculated in slices, which
will be added up to obtain
the final result

VectorAO [ VectorAl | [ VectorANL

VectorBO |  VectorB1 | | VectorBNL

Results 0 to M

slice O slice 1

slice S-1

Vector AO

Vector BO

DR

4

Partial results 0 to-3

| ResultsO| Resultsl|




Example: Scalar Product

int main(int argc, char *argv[]){

The host programm

CUT_CHECK_DEVICE();
é

h_A = (float *)malloc(DATA_SZ);
é

cudaMalloc((void **)&d_A, DATA_SZ);
é

cudaMemcpy(d_A, h_A, DATA SZ,
cudaMemcpyHostToDevice);

é
ProdGPU<<<BLOCK_N, THREAD_N>>>(d_C, d_A, d_B);

e

cudaMemcpy(h_C_GPU, d C, RESULT_SZ,
cudaMemcpyDeviceToHost);

é
CUDA_SAFE_CALL( cudaFree(d_A) );

free(h_A);
é

CUT_EXIT(argc, argv);



Example: Scalar Product

The Kernel Function

Parameters:
— d_C: pointer to result array

— d_A, d_B pointers to input
data

Local data arrays:
— 1[]: results of single threads
— 1[]: slice cache

I: Thread Id in block

__global__ void ProdGPU(float *d_C, float *d_A, float *d_B){
__shared__ float fTHREAD_N];
__shared__ float r[SLICE_N];
const int | = threadldx.x;
for(int vec_n=blockldx.x; vec_n<VECTOR_N; vec_n+=gridDim.x){
int base = ELEMENT_N *vec_n;

for(int slice = 0; slice < SLICE_N; slice++, base += THREAD_N){

t[l] =d_A[base + I] * d_B[base +1];
__syncthreads();

for(int stride = THREAD_N / 2; stride > 0O; stride /= 2){

if(l < stride) t[l] += t[stride + I];
__syncthreads();

}
if(1 == 0) r[slice] = t[0];
}
for(int stride = SLICE_N / 2; stride > 0; stride /= 2){

if(I < stride) r[l] += r[stride + I;
__syncthreads();

}

if(l == 0) d_CJvec_n] = r[0];



Example: Scalar Product

The Kernel Function

« Run through every pair of input
vectors

« For our numbers it will only be
executed once since:
Grid dimension == number of vectors

- vector number = block Id

__global__ void ProdGPU(float *d_C, float *d_A, float *d_B){

__shared__ float fTHREAD_N];

__shared__ float r[SLICE_N];

const int | = threadldx.x;

for(int vec_n=blockldx.x; vec_n<VECTOR_N; vec_n+=gridDim.x){
int base = ELEMENT_N *vec_n;
for(int slice = O; slice < SLICE_N; slice++, base += THREAD_N){

t[l] =d_A[base + I] * d_B[base +1];
__syncthreads();

for(int stride = THREAD_N / 2; stride > 0O; stride /= 2){

if(l < stride) t[l] += t[stride + I];
__syncthreads();

}
if(1 == 0) r[slice] = t[0];
}
for(int stride = SLICE_N / 2; stride > 0; stride /= 2){

if(I < stride) r[l] += r[stride + I;
__syncthreads();

}

if(l == 0) d_CJvec_n] = r[0];



Example: Scalar Product

The Kernel Function

* Run through every slice of
Input vectors

« Each thread calculates a
single product and saves it

__global__ void ProdGPU(float *d_C, float *d_A, float *d_B){

__shared__ float fTHREAD_N];

__shared__ float r[SLICE_N];

const int | = threadldx.x;

for(int vec_n=blockldx.x; vec_n<VECTOR_N; vec_n+=gridDim.x){

int base = ELEMENT_N *vec_n;

for(int slice = 0; slice < SLICE_N; slice++, base += THREAD_N){

t[l] =d_A[base + I] * d_B[base +1];
__syncthreads();

for(int stride = THREAD_N / 2; stride > 0O; stride /= 2){

if(l < stride) t[l] += t[stride + I];
__syncthreads();

}
if(1 == 0) r[slice] = t[0];

}

for(int stride = SLICE_N / 2; stride > 0; stride /= 2){

if(I < stride) r[l] += r[stride + I;
__syncthreads();

}

if(l == 0) d_CJvec_n] = r[0];




Example: Scalar Product

The Kernel Function

» Calculate the partial result for

the slice

{[0] += t[128]
t[1] +=1[129]  t[0] +=|t[64]
t[2] += t[130] t 1]
é é

é {[64]+= t[127]
t[{127]+= t[255]

« Save the partial result

+

t[65]

__global__ void ProdGPU(float *d_C, float *d_A, float *d_B){

__shared__ float fTHREAD_N];

__shared__ float r[SLICE_N];

const int | = threadldx.x;

for(int vec_n=blockldx.x; vec_n<VECTOR_N; vec_n+=gridDim.x){
int base = ELEMENT_N *vec_n;
for(int slice = O; slice < SLICE_N; slice++, base += THREAD_N){

t[l] =d_A[base + I] * d_B[base +1];
__syncthreads();

for(int stride = THREAD_N / 2; stride > 0O; stride /= 2){

. if(1 <.stride)4t[l] += t[strige. + J];
é _tsgl dt?h] + S ge[ 1]

ncthreads();

}

if(1 == 0) r[slice] = t[0];

}
for(int stride = SLICE_N / 2; stride > 0; stride /= 2){

if(I < stride) r[l] += r[stride + I;
__syncthreads();

}

if(l == 0) d_CJvec_n] = r[0];




Example: Scalar Product

The Kernel Function
« Add up the results for all slices

« Save result to device memory

__global__ void ProdGPU(float *d_C, float *d_A, float *d_B){

__shared__ float fTHREAD_N];

__shared__ float r[SLICE_N];

const int | = threadldx.x;

for(int vec_n=blockldx.x; vec_n<VECTOR_N; vec_n+=gridDim.x){
int base = ELEMENT_N *vec_n;
for(int slice = O; slice < SLICE_N; slice++, base += THREAD_N){

t[l] =d_A[base + I] * d_B[base +1];
__syncthreads();

for(int stride = THREAD_N / 2; stride > 0O; stride /= 2){

if(l < stride) t[l] += t[stride + I];
__syncthreads();

}
if(1 == 0) r[slice] = t[0];

}

for(int stride = SLICE_N / 2; stride > 0; stride /= 2){

if(I < stride) r[l] += r[stride + I;
__syncthreads();

}

if(l == 0) d_CJvec_n] = r[0];




Coalescing

« the device is capable of readingogte, 8byte, or 16byte words from global memory into registers in a single
instruction.

« global memory bandwidth is used most efficiently when the simultaneous memory accesses by threads-in a hal
warp (during the execution of a single read or write instruction) candadesced into a single memory transaction
of 32, 64, or 12®ytes.

L Aaddress 128 Thread 0 Address 128 Thread 0 Ackdress 128 Thread 0 Addres 128 Thread 0 Address 128 Throad 0 e
o= Addross 132 Threaa 1 Addross 132 e Aadross 132 Thread 1 b Address 132 Throad 1 Aadress 132

e Saddress 136 Thread 2 Bddress 138 Thread 2 Saddress 138 Thread 2 L Address 136 Thread 2 Address 138

Thread 3 Address 140 Thread 3 Address 140 Tl | Acaress 140 Thread 3 L Aedress 140 Thread 3 Address 140 Thread 1 e
o Address 184 Thread 4 Aediress 184 Thread 4 b Acdaress 144 Thread 4 | address 144 Throad 4 b address 144

e Addross 148 Thread & Address 148 Thread § Aadress 148 Thread & b Address 148 u— b Adtiress 148

o Address 152 Throad & Address 152 e Adddress 152 e b Addaress 152 = b Aedress 152 Throad 2 Adress 152
e Addross 156 Threaa 7 Addross 156 = Adross 156 Thread 7 b Address 156 —  Addiress 158

Throad & Saddress 160 Thread & Bddress 160 Thread & Baddress 160 Thread & b Rddress 160 Thwaad B b Address 160

T Address 164 Thwaad 9 Address 164 o Bddress 164 Thread 9 b Address 164 o h Address 164 Thread 3 Addrets 184
Thread 10 e Thread 10 e Thread 10 Address 168 Thread 10 b Thread 10 b

Thread 11 e Thread 11 e Thread 11 Addrexs 172 Thresd 11 b Thread 11 b —

UT—hE Address 176 e Aadress 176 Thread 12 Adress 176 = h Acldress 176 o | Aedress 178 I Address 176
Thread 13 Address 180 Thread 13 Address 180 U Address 180 o b address 180 ammaa | Adaress 180

Thread 14 e Throad 14 Address 184 Thread 14 e Thread 14 —— Thraad 14 b

Thrzad 15 Bcddress 188 Thread 15 Address 188 Thread 15 Beddress 188 Thread 15 b medress 188 Thread 15 b Address 188 Thread & Address 188
Laft: coakescnd #1cat mOMOny Accmms, resulting in 2 Sngle memory transaction. Laft: non soqueniisl £1ca s Memory soess. el n 16 memony Farsdios Lafl: nOn CONCRUoLS £ 1oat MRMONY 3000 FesUlling in 16 memony iaesciones

RIght: codlescod £ cat momony access (dvergent wanp). resuling in a sngle memory framrackon Right: amess with a misaligned stating atdress, resulfing in 16 memory ransactions Raght- non-coslesrod £ 1oa k3 mamory aooess. resulting in 16 memory lranssclions



Coalescing

In Fermibasedcardsglobalmemoryaccessesare handledper warp, they alsoexploit an
L1 Data Cache abnfigurablesize
Eachmemorytransactionmoves128Bof globalmemory

128B

N

==y — TR L L — & - I -

YV 77777177 717177 7T 7 7 A
2 x 128Bransactions

- — - -

1177 [T [

1 x 128Btransactions




Coalescing Examples

_glﬂha_'l._ vold offsetCopy(float *odata, flocat *idata, int offset)
{
int xid = blockITdx.x * blockDim.x + threadIdx.x + offset;
odata[xid] = idata[xid]:;
}

/5]

* G&Tx280

® Compute capability 1.3

® Peak bandwidth of 141 GB/s
®* X 5600

® Compute capability 1.0

® Peak bandwidth of 77 GB/s
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Coalescing Examples

_glﬂbal_ volid strideCopy(fleoat *odata, float *idata, int stride)

{
int xid = (blockIdx.x*blockDim.x + threadldx.x) *stride;

odata[xid] = idata[xid];

Strides are common and
generally large

(Gi/s)

rGixen0 Avoid using shared memory
“+ FX5600
or fexture access
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Object Handle Description
- Device CUdevice CUDA-enabled device
Context CUcontext Roughly equivalent to a CPU process
D r I Ve r A P I Module Cumodule Roughly equivalent to a dynamic library
Function CUfunction Kernel
Heap memory CUdeviceptr | Pointer to device memory
CUDA array CuUarray Opaque container for one-dimensional or two-dimensional
data on the device, readable via texture references
Texture reference CUtexref Object that describes how to interpret texture memory data

. The driver APl is a handle-based, imperative API:

— Most objects are referenced by opaque handles that may be specified to functions to manipulate the objects.
. The driver APl is implemented in the nvcuda dynamic library and all its entry points are prefixed with cu.

. The driver APl must be initialized with culnit() before any function from the driver API is called. A CUDA context must then
be created that is attached to a specific device and made current to the calling host thread.

. Within a CUDA context, kernels are explicitly loaded as PTX or binary objects by the host code.
—  Kernels written in C must therefore be compiled separately into PTX or binary objects. Kernels are launched using API entry points

int main/{) // Create module from binary file
{ CUmodule cuModule;
// Initialize cuModuleLoad (&cuModule, “VecAdd.ptx”);
if (cuInit(0) != CUDA_SUCCESS)
exit (0); // Get function handle from module

CUfunction vecAdd:
f devices supporting CUDER cuModuleGetFunction (&veciAdd, cuModule, "VecAdd"):

int dev
cuDeviceGetCount (&deviceCount) ;
if (deviceCount == Q) {
printf ("There is no device supporting CUDA.\n");
exit (0);

ke kernel

ALIGN UP(offset, alignment) \
(offset) = ((offset) + (alignment) - 1) & ~((alignment) - 1)

int offset = 0;

void* ptr;

#def

ptr = (void*) (size t)A;
o i ALIGN UP(offset, _ alignof(ptr)):;
froEEe L= ton d cuParamSetv (vecAdd, offset, &ptr, sizeof(ptr)):
CUdevice cuDevice =

L

offset += sizeof (ptr);
ptr = (void*) (size t)B;

cuDeviceGet (&cuDevice, 0);

ALIGN UP(offset, alignof (ptr));
cuParamSetv (vechAdd, offset, &ptr, sizeof(ptr)):
offset += sizeof (ptr);
cuCtxCreate (&cuContext, 0, cuDevice): ptr = (void*) (size t)C;
ALIGN UP(offset, _ alignof(ptr)):
cuParamSetv (vechdd, offset, &ptr, sizeof(ptr)):

offset += sizeof (ptr);
cuParamSetSize (vecAdd, offset);
int threadsPerBlock = 256;
int blocksPerGrid =

(N + threadsperBlock — 1) / threadsPerBlock;
cuFuncSetBlockShape (vecAdd, threadsPerBlock, 1, 1);
cuLaunchGrid (vecRdd, blocksPerGrid, 1):
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P2012 SDK

Content:
* Gepopsimulationplatform

Debugand profilingtools

Compilers

Developmentheadersandlibraries(HAL)

STWorkbenclhDE



GepopSimulationPlatform:Overview
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Gepop Configurations

HOST

ARM FasModels

ARMProprietarySimulationtool
Possiblgo boot Linuxkernel
P2012 Linuxevicedriver.

Code orhostcaneitherrunin
bare metal

FABRIC

Xp701SSes

» Samecodeasreal hardware
* Accuratebut slow

* Providegerformanceestimations
for applicationsbenchmarking

PosixbasedISS

Usefulfor fastswdevelopment
No Linuxboot possible

Host coderunning at devicedriver
abstractionlevel (it hasto directly
accesHAL)

Nativethreads

« FabricPEemulatedby native
machinethreads

» Fasterthanxp701SSes

 HALs=mulationallowscode
portability



Gepop Usage

Gepopcan beinvocatedusingthe p12run scriptwhosemostrelevant
parameters(functionalitieg are:

--mc ActivatemulticlusterFabric

--host [arm, posiX Selecthost configuration

--fabric: [native,isd Selectfabric configuratuin

--trace:dma, hws, dey; all Activatecodetracesgeneration

--stats mem, core,dmaX Activateperformancestatisticscollection

It canalsorun in fabric only mode withgepop - fabric ~ whichtakesslightly
different parameters suchas -- cluster(ij=[ iss,native ], - bin[i]=  path_to_binary

Sameparametersfor tracingand performancestatisticscollection



Gepop PerformanceMeasurements

« Canonlybe activatedif the fabricis executedin iss
configuration

* Possiblaneasurementsare:
 Memoryaccessedotal numberandestimated
bandwidth
* Per processoactiveandidle cyclescount
 DMArelatedstatistics number of transfers transfer
time etc.

Of primaryimportancefor applicationdoenchmarking!



Gepop Tracegyeneration &visualization

« Gepopalsoallowsthe generation oexecutiontraces it is
possibleto usepre-definedtracesor customtraces

* Predefinedtracesare generatedfor low-levelevents such
as memoryaccessedmaoperationsetc.

« Customtracesformat can beadefinedvia xmlifilesandthen
compiledin a set of Gourcesandheadersto beembeddedn
anapplication It ispossibleto trace Cvariablesstrings
functioncallsetcX

Customtracesare intrusive,they are basedon codeinstrumentation,
and canaffect the performance of thetraced application!!!

Onceexecuted thetracedapplication will generate ainaryfile containing
raw tracesdatawhich can beencodedandvisualizeausingSTWorkbench



Gepop Tracegyeneration &visualization

[
=

OpenCL Perspective - /home/p2012/workspace - STWorkbench
File Edit Nawvigate Search Project P12ZAT Run Window Help

~Uels |k g o | > [ Soeme Onne @v |3 0~ o Atime char? shows the |,
[2l Problems | ¥ Tasks | El Console | = Properties | [ Time Chart-4 52 : eVOIUtlon (In tlme) Ofyour

® & O 4 application

< PE12
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I o=

Runtime

v PE13
Runtime
Runtime

< PE15

Runtime

< PE16

CLP12Runtime ( engueueCommand )
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Runtime
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Gepop Tracegyeneration &visualization

«® Applications Places System ‘ '. 2:22 FPM @J})

OpenCL Perspective - /home/p2012fworkspace - STWorkbench = x

File Edit MNawvigate S5earch Project P12AT Run Window Help

oo o AR e E e R £ [ #omuer Onns G- [ & v . With thetracingconsoleis '

"] Trace Console-1 &2 . . -
| blet trol theent
r[\h Name Date Core ID Cluster ID Nesting Level | Enter Arguments Trace Name pOSSI . 0 C.O n ro ? en I re ﬂ
M Function Enter 28329 16 0 1 {1 runtime:info app||Cat|0nbEhaV|Our
M Punctual Event 139556 16 0 0 {1 runtime:info . . . =
M Punctual Event 141151 16 0 0 {1 runtime:info e,g . functlonSInvocatlon o
M Punctual Event 142721 16 0 0 {} runtime:info B
M Punctual Event 149829 16 1] 1] {ptr=2149580824} runtime:info:rree @
M Punctual Event 160506 16 0 0 {start=6644, end=32768, size=26124} runtime:info:init_cc_alloc
M Punctual Event 162116 16 1] 1] {ptr=6668} runtime:info:free
M Punctual Event 163816 16 0 0 {start=268436128, end=268697600, size= runtime:info:init_en_alloc
M Punctual Event 165426 16 0 0 {ptr=268436152} runtime:info:free
W Function Enter 169379 16 1] 2 11 runtime:info:ac_alloc {ac=31}
M Function Exit 172984 16 0 2 {1 runtime:info:ac_alloc {ac=31}
W Function Enter 176716 16 1] 2 {} runtime:info:evt_alloc {evt=7}
M Function Exit 179331 16 0 2 {1 runtime:info-evt_alloc {evt=T} 1/1
M Punctual Event 181464 16 0 0 {1 runtime:info:init_CM
M Punctual Event 186124 16 V] 1] {1 runtime:info:init_comm
M Punctual Event 198526 16 0 0 {1 runtime:info:init_cc_sched
M Function Exit 200099 16 0 1 {} runtime:info:init {}
M Punctual Event 210894 16 0 1] {msg=2181038140, senderld=218103808( runtime:info:rcvMsg
Punctual Event 212971 0 0 {index=1, msg=2181038140} :info:execMsg
M Punctual Event 217649 16 1] 1] {function=2147492376, arg0=0, argl=218 runtime:info:cc_sched_push
M Punctual Event 224004 16 0 0 {function=2147492376, arg0=0, argl=218 runtime:info:cc_sched_exec
M Punctual Event 232164 16 0 0 {buff=2181046420, size=659246} runtime:info:loadBinary
M Punctual Event 236771 16 1] 1] {size=780} runtime:info:13_malloc
M Function Enter 239374 16 0 1 {size=780} runtime:info:malloc {ptr=2149580824}
M Function Exit 253144 16 1] 1 {size=780} runtime:info:malloc {ptr=2149580824}
PUntal Fuent 254736 16 n n Intr=214958N08241 runtime-info-rl_maline =]

=

[ 2 [p2012@localhost: ~/2011.3/examples/Runtime/hello/build] ] a OpenCL Perspective - jhome/p2012/workspace - STWorkbench ][ (-] Starting Take Screenshot ] a ﬁ




Gepop HardwareAbstractionlayer (HAL)

» Definesa set ofmacrosandfunctions for both hostandfabricsides
aimedat hidingt H n nspeClifichardwarepeculiarities
* Implementsa genericinterfacein order to providecodeportability
* e.qg. softwareusingP2012HALscanrun on both Gepopfabric
configurationg(xp70 ISS or native)
« Sameinterfacebut different implementations
» Isthe base forall other softwarelayers(e.g. P2012 Runtime)

P2012 CORE(p2012_gethwpid()) Return core id

P2012 CLUSTER(p2012_gethwpid()) Return cluster id

P2012 GET_CONF_CC _PERIPH_CT ReturnCluster controlegisterbase
ASE(GET_MYCLUSTER())

hal_write_pr_control _bank_pr_ctrl_boc Setprocessingelementsentry point
t address_uint32ttrl_reg, entry _poinf



HAL:Handson (1)

#include < stdio.h >
#include" p2012 memory map.h "

#include"  p2012 pe_hal.h '”ﬁ'“dcf A
#include"  p2012 test and set hal.h " el
#include "  p2012_ pr_control_ipgen_hal.h " _
#define GET_MYCORE() P2012_CORE(p2012_gethwpid()) t N2 OSidsa 2 |
#define GET_MYCLUSTER() P2012_CLUSTER(p2012_gethwpid()) handlingMACROS
Il Mutex variable definition . exploits cluster memory aliasing
/[ 1t is used to protect printfs that are not thread safe
int  printfMutex ___attribute __ (( section (".cluster"))) =0 ;
: _ _J :
void _start () § Processinglements

entry point




HAL:Handson (2)

/'l Cluster  controller (PID 16) starts  execution  for first
/[ It has to enable fetch of Cl ust e PEss
if (GET _MYCORE()==16){

/[ Obtain  Cluster control register base
uint32_t base = P2012 GET CONF CC PERIPH CTRL BAfGET MYCLUSTER();

/[Set  boot register with entry point address
hal_write_pr_control_bank_pr_ctrl_boot address uint32 (base ,
(uint32_t ) );

//[Reset all Pes to ensure a correct boot processor status
hal _write_pr_control_bank_pr_ctrl_soft reset _uint32 (base ,

Ox0000FFFF ); < Bitmask to select which processor is
being affected by théunction

1 bit per PE
/[ Enable fetch for all Pes
hal_write_pr_control_bank_pr_ctrl_fetch_enable uint32 (base ,

0x8000FFFF ):
}



HAL:Handson (3)

while( test and set (& printftMutex ) !=0);

printt  ("Hello from (%d, %d) \ n", GET_MYCLUSTER(),
GET_MYCOREJ());

printftMutex =0;

return O; Lockprintf mutex
} usingTest&Set

mechanism




gepop - fabric  \

-- bin0 =./hello.exe
Hello from (0O, 16)
Hello from (O, O
Hello from (O, 1)
Hello from (O, 2)
Hello from (0, 3)
Hello from (0, 4)
Hello from (0, 5)
Hello from (0, 6)
Hello from (0, 7)
Hello from (0, 8)
Hello from (0, 9)
Hello from (0O, 10)
Hello from (0, 11)
Hello from (0, 12)
Hello from (0, 13)
Hello from (0, 14)
Hellofrom (0, 15)

HAL:Handson (4)

-- clusterO=

ISS

gepop - fabric  -- bin0 =./hello.exe
-- clusterO= iss 1 stats =icore

Hello from (0, 16)
Hello from (O, O

Hellofrom (0, 15)

Core O:

\

Totaltime: 121044 cycle(s)

Timein idle: 3.886190%

Nb cache line fetches: 135 (4320 bytes)

Timein cache line fetch:

27000 cycle(s)



P2012 SVW&tackOverview
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P2012 Runtime

CC Side EnCoreSide

Component
Manager

DMA Driver

Scheduler

Resource Manage

PE Start/Stop

« A P201Zabricis alwaysrunninga residentruntime
— Simple andyeneric
— Regardlessf the programmingmodel

« Applications arelynamicallyloadedon top ofit

« SharedoetweenCluster Controller &nCorgrocessors



P2012 RuntimeScheduler

Cluster controlleexecutesa run-to-completiontasksscheduler

Tasksareholdin a FIFQueuein whichonly the CCtéasks
themselvesor an interrupthandler canpushjobs.

Eachpushoperationactuallyraisean interruptthat pusha task in
the queue

No raceconditionamongdifferent tasks non-preemtibleexecution

{ OK S R @xksguede& sharedbetweenthe entire

cluster andallowsthe executionof different tasksno
matter what isthe programmingmodelused




P2012 RuntimeEnCorestart/stop

« Thismoduleprovidesa set offunctionsto control theexecutionof EnCore
processors.

« Applications are firsexecutedby the cluster controllewhile EnCore
processors argvaitingfor an entrypoint to start execution

« Cluster controlleusingthe set offunction providedby this modulecan

deployafunction on eachsingle processor of the clustevhich executes
until completion

—

start(*func,*data)

Vv

<€ . ,
start(*func,*data) Possiblgo specifya

U termination callbackfunction




P2012 Runtime: Resource Manage

Basedon a set ofallocatorsmanagesall O f dzahiv 8bbkyées

Eventallocator:

» Usedfor fastcommunication(notificationg betweencluster processors,
includingCC.

« EachEnCoregrocessoihas8 eventlines allocatingone line will reserveit on
eachprocessor of th&enCordoften broadcasteql.

» CCeventscan beallocatedseparatley

Atomic counter allocator
« HardwareSynchronize(HWS)rovides128 16bit atomiccounters
Memory allocators

» Allowthe allocationon different levelsof memoryhierarchy
« L3Mem
e ClusterMem
« CCMem



P2012 RuntimeExample

static void *stacks [P2012 PE COUNT]; PE<£ntrypoint
Passedy CC tenCore
void (void *ctx—void *arg){ Processors
p12Printf("Hello-firom (%d,%d) \ n", (PE start/stop)
GET_MYCLUSTHR GET_MYCOREY());
I Task entrypoint address
void entry (0{ < Pushedn Scheduletask
p12Printf(" Executing  entry on core (%d, S:qhueduel
%d)\ n", GET_MYCLUSTER(), GET_MYCORE()): (Scheduley
int I Allocatestackmemory
for (i=0; i<P2012_PE_COUNT; i+;)€{|/ (Resource manager)
stacks [i] = CC_enMalloc ACK_SIZE);
, NULL, NULL, NULL, NULL, NULL); Note-
} Stacksare allocatedat
} runtime

(PE start/stop)



P2012 Programminilodels

* NPM(NativeProgramming Model)
— Native way opprogrammingP2012

— Applications anather programmingmodelsare
basedon top ofit

 OpenCL
— Builton top of NPM

— Basedon release 1.1
— No multiclustersupport(not yet!!!)



NPMOverview

Targetsboth host (CometeAPI$ andFabricside and
definesthe way inwhichthey communicate

Able tohandlemultiple clusters
Basedon MIND componentprogrammingframework

Providegwo different executionengines
— Reactivelask Manager (RTM)
— Multi Threadedengine (MTE)



NPMapplicationsat a glance

Thebasicelementof an NPMapplicationisa componentTheyrunon a single
cluster andcannotbe shared Eachcomponentis dinamicallydeployedand
executedon a cluster by ahostapplication

Components arelividedin two mainclassescommunicatiorandapplication
components

Communicatiorcomponentsmanagethe interactionsbetweenapplication
componentsand areprovided by NPMuntime, with two different
iImplementations inter-cluster andintra-cluster. (@stoday onlyone
communicationpattern)

Applicationcomponentsare made otwo parts.

— The firstruns on the clustercontroller andisresponsiblefor resources
allocationand componentscontrol

— Thesecondpartsruns on the ENcoreandimplementsthe functionto be
processed



Reactivelask Manager

» Allowsthe parallelexecutionof anapplicationcomponentson several
Encoreprocessingelementsusingtwo functions

FORKIOIN DURJOB
Master Master
% thread % thread
l (CC) l (CC)

NN

F1( F2()§ F3(

NN

F() F()% F(




Multi Threadedengine

Theparallelexecutionof compoonentss allowedspawningsingleparallelthreads Theonly
possiblesynchronizatiorprimitive is a barrier.

th_creatd)

th_creatd)

th_creatd)




P2012 &0penCL

P2012 Architecturas really closeto OpenClconceptualArchitecture GPU$

OpenClConceptualArchitecture P2012 Architecture

Private Private Private Private
Memory  Memory Memory  Memory

Global Memory L3ExternalMemory



P2012 &GPUsDifferences

« P2012Coresare monothreadedwhile GPUsoresare higly
multithreaded
* In GPUrogrammingmemorylatenciesare hiddenrunninga
massivebattery of threads. GPUsavenegligibletaskscheduling
overhead.
« In P2012nemorylatenciesare hiddenby DMAasynchronougopies
becausecontextswitchesare reallyexpensive

« GPUcoresexecutein lock-step SIMT fashion
« Allthreadsin awarp executethe sameinstructionflow, diverging
threadscause a significative performant®sss
- P2012/ f dzaReS&a&hexacutedifferent instructionflows without
affectingapplicationperformance



GPU

$3$333---3 3

if (cond)
do A(Q);
else

cond =true do_B();

I 111 I
cond=false| I I I I

P2012

$333---3 3

cond =true/false I I I I I I




P2012 & penCLKernellevel
parallelism

Write

buffer
With P2014t is possibleto implement
more complexOpenCltaskgraph(more /@
complexthan GPU} Bothtask-level and T | \ ______

data-level (ND-Rangg are possible . Oooo : :
. Oood : :

- Oood . | :

ooog i | ;

: P20120penClrtuntime doesnot accept [ Buffer ] [ Buffer ]

morethan 16 workitemsper workgroup N
when creatingan NDRange i
Thisbecausehavingmore workitemsthan
Peswould end inlots of context switches
which are really expensivein this —L
architecture E‘ﬁi
Read
buffer




P2012 &penCLMemorymappings

Global-> L3ExternalMemory

Usedto exchangedatabetweenhostapplicationanddevicekernels
OpenClbuffers arecreatedin this region(both r/w or r) andallocatedin
L3memory

Constant-> L1Sharedclustermemory
Constatntdata instoredin L1sharedclustermemoryasthereisno
constantcache in P2012 Memotierarchy

Local-> L1Sharedclustermemory
Datadeclaredaslocalor kernelarguments(allocatedby OpenClruntime)

Private-> L1 Sharedclustermemory, L3ExternalMemory,t 9 @g@isters
In P20120penClprivate variablescan beallocatedin PEstackor
registers Dependingon applications PEstackscan beallocatedboth in L1
SharedMemory or LExternalMemory



P2012 &penCLPESStackallocation

« P20120penClcompilerisableto dinamicallly compute thekernelstack
sizethanksto:
* Nodynamic arrays
« Nofunctionspointers
* Norecursion

Asdefault PEstacksare allocatedin L1 ClusteGharedMemory

In P20120penClprogrammingt is possibleto manuallyspecifystacksize
andallocationplace specifyingfollowing attributes in kernelcode.

__attribute _ (( stack size (< size >)))
Specifieghe stacksizefor the specificKernel

__attribute _ (( stack_in_extmem )
Force to allocatestackin L3ExternalMemory



P2012 &0penCLMemory
managemengxtensions

STMicroelectronicprovideda set ofextensiongo OpenClstandard inorderto better
exploit P2012 DMAapabilities

OpenClstandardprovidescollaborative DMAcopiesbetweenGlobal and Locahemory
space

work-item 2 work-item 4 work-item 6 work-item 8
work-item 1 work-item 3 work-item 5 work-item 7
DMAcopytd  p------fp-----$ e R e e e -
work-group barrier >3
DMAcopytl  fpecececccpecmcecdcrccccdeccccccfecrccccfecccccclercccccllecmeana
work-group barrier
DMA copytZ  pecccccclocccccccnccceccccccfeccccccfeccccca e cc el cccaaaa
work-group barrier >
DMAcopyt3  J---rccfecncccccncccccccccecnccccfecccccc e e e e e a
work-group barrier —
seeoe  ITcrrmhYYTTTTTTY O OTOTTTTYOTOTTTYNTOTTTTYOTTmW TN T

S IR SR EA Y PR R (I ———

Workitems accessontiguous

memoryregions and a single o))

DMA transfer can be ST /! 11t t11 1t

programmedin order serveall % ------------------------------------------------------------

work-items in a workgroup % ____________________________________________________________
=

AR N O | | - U A

execution time

saul|



P2012 &0penCLMemory
managemenextensiony?2)

If work-itemsdo not needto share datathey do not accesontiguousmemaory),
programmershouldanywayprogramcollaborative DMAopiesforcinguselesgyroup
synchronizatiorand wastingLocalmemory STMicroelectronicsaddedthe possibility
to perform work-item liberal DMA copies

DMA block = D native blocks

-4 -

work-item 1

work-item 2

work-item 3

work-item 4

work-item 5

work-item 6

Concurrent work-items

work-item 7

work-item 8




P2012 &0penCLMemory
managemenextensiony?2)

Eachwork-item canprograma dedicatedDMA copybetweenthe Global and the
Private memoryspacewithout the needof intra workgroupsynchronization using
the followingtwo functions

Performper work-item asynchronoud®DMA copy

async_work_item_copy (void *src, void *dst, size t num_elem,
event t event )

Performper work-item asynchronoudDMA strided copy

async_work_item_strided_copy (void *dst, void *src,size t
num_elem,size t src_stride,event_t event )



P2012 &OpenCLOverlapDMA
transfersand computation

The best way tdhvide memorytransferlatencieswhen programmingfor P20124sto
overlapcomputationwith DMAtransfers Thistechniqueis basedon software
pipelining and doublduffering (whichreduce thetotal amountof availablelocal
or privatememory).

4 buffers areneededto

Prolog Loop body implementsuch
. , mechanism
| |
| |
Read data Compute data I Write data I
DMA block 0 DMAblock 0 | | DMA block -2 |
| |
| |
Read data : Compute data : Write data
DMAblockl | 1 ®*P® | pmAblock i-1 ®®*® | | oMAblock z-1
| |
| |
| |
: Read data : Compute data Write data
: DMA block i : DMA block z DMA block z
| |
| |
| |



P2012 & penCLOverlapDMA
transfersand computation- example

kernel void filter_kernel (global int  *in, global int  *out,
int image_size x , int image size y ){

eventt e in, e out ;local int *my data in ,* my _data out ;
I/ Pointer to the DMA blocks global

int *data in =in;

global int *data out = out;

/[ Double input - output buffers
local int local in [2][L* image_size x ]; local int
local out [2][L* image size x |,

/[l Pointers for double buffer mechanism

private int  *buffer_in_dma =& local_in [0];
private int  *buffer_in_compute
private int  *buffer_out_compute =& local out [O];

private int  *buffer_out_dma



P2012 &penCLOverlapDMAtransfers
andcomputation¢ examplg€?2)

for( int i=0ji<( image_size_y [L+2);i++) {

Doublebuffering exchangeamnechanisr

buffer_in_compute
buffer_in_dma =
buffer_out_dma
buffer_out_compute =

= buffer_in_dma ;
switch_in_buffer
= buffer_out_compute ;
switch_out_buffer

( buffer_in_dma );

( buffer_out_compute  );

/[ Output copy if  (i>1){
e _out =async_work_item_copy
e x,0);

data _out +=L* image_size X

}

( data_out,buffer_out_dma,L *Image_Siz

Copyback lastcomputedblock

/[ Input copy

if (i< image size y /L){
e_in =async_work_group_copy
X,0);
}

data_in +=L* image size x ;

Copyin next input block

( buffer_in_dma,data_in,L *Image_size




P2012 &penCLOverlapDMAtransfers
andcomputationc exampld€3)

I/l Perform work - item personal data processing (L native data

blocks)

if  ((1>0)&&( i <(image_size y /L+1))){

my _local data_in = buffer_in_compute + M* get_local id (0);
my_local data out = buffer_out_compute + M* get_local id (0);
for(=0;j<  Lj ++){

compute_native data ( my_local_data_in , my local data out );

my _local data_in +=image_size X ;

my_local_data_out  +=image_size X ; Performwork-item

} , computation
barrier(CLK_LOCAL_MEM_FENCE );

}

Il Synchronization of DMA transfers if ( | <image size y /L){
wait_group_events (1,&e _in); }if ( 1 >1){

wait_group_events  (1,&e_out); } Wait for previously

b} programmedtransfersto finish




P2012 & penCLBuildProcess

Theentire P20120penCilframeworkis basedon CLAM (CAboveMulticores
which provideshostanddevicelibrariesand acompiler

Thebuild processs composedby two phases

1. Sourceto-source compilationOpenCiCkernelsaretranformedin stardard
C code

2. A Backendcompilergeneratesthe binarydependingon the target
architecture Giventhat as todayit isonly possibleto run thosebinaries
usingGepop the backend compilerisin chargeof generatingx86 or xp70
binaries

CLAMrameworkallowsboth aheadand dynamickernelscompilation. Thdatter
is basedon anexternalworkstation (the hostitself or a remote machine) to
whichthe kernelis sentduringthe runtime. Thebinary isthen sentback to the
OpenClhostand can baleployedon thedevice



